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The Importance of Interstellar Turbulence

2

A map of the di!use ionized medium across 
the plane of our Galaxy

The distribution of turbulent neutral hydrogen 
in a small section of our Galaxy.

Wisps and sheets of
dust  and gas in a giant
star-forming molecular

cloud.A map of polarization gradients in the Galaxy 
reveals turbulent magnetic "eld structure 
(Gaensler et al 2011).

Turbulence

The magnetic "eld of a galaxy like our own.  
This !eld is created by a dynamo 
process that is driven by turbulence.

Pervades all interstellar space

The energy respository 
of massive and dying stars

Drives Galactic magnetic !eld 

Regulates star formation (stars and 
planets like our Sun and Solar System)

Distorts background radio sources,
causes intensity time variations 

The remains of an 
exploded massive star.Like the twinkling of stars through Earth’s atmosphere, 

the radio quasar J1819+3845 varies when its emission 
propagates through interstellar turbulence 
(Macquart & de Bruyn 2007). 

The galaxy M82 spectacularly demonstrates 
the relationship between starlight (white), and 
turbulent gas (purple).  
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The Standard “Model” for structure 
in the Ionized ISM

Armstrong, Rickett & Spangler 1995

The ionized Interstellar Medium of 
our Galaxy follows a power law on 
scales 106m up to 1014-1018m

The slope of the spectrum is 
surprisingly close to the value 
expected for Kolmogorov turbulence, 
β=11/3.



Unresolved Puzzles 
our view of the interstellar turbulence is incomplete

• Extreme Scattering Events
– Overdense structures?

• should explode
– Current sheets?

• Hyperstrong scattering at the Galactic Centre

• The Intermittency of Intra-Day Variability in quasars

• Extremely anisotropic turbulence
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Extreme 
Scattering Events
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Fielder et al. 1987
Goodman et al. 1987

Romani, Blandford & Cordes 1987
Walker & Wardle 1998

Refractive or Diffractive, Planar, 
cylindrical or spherical?

Refractive models require electron densities 
>1000 cm-3 in 0.3-1 AU sized clouds

Implies extreme thermodynamic properties; 
>103 overpressured wrt normal ISM.  

Such clouds should be short-lived, making 
them much less common than is observed 
(~0.013 yr-1 source-1)
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Fig. 1.—Electron density as a function of radius for a photoevaporated wind:
Dyson’s (1968) solution (dashed line) and our approximation (solid line).

Fig. 2.—Observations (left panel, adapted from Clegg et al. 1998; original data in Fiedler et al. 1987) and theory (right panel) for the ESE seen in the quasar
0954!658. The upper curves correspond to a radio frequency of 8.1 GHz (to which 1 Jy has been added) and the lower curves to 2.7 GHz.

Making use of this electron density distribution, together
with the phase-screen approximation, it is straightforward to
compute light curves for a neutral cloud traversing the line of
sight to a distant radio source. Figure 2 shows one such com-
putation, appropriate to a cloud at a distance of 2 kpc and an
impact parameter of , along with the data for 0954!658.R/2
To simulate the nonzero size of the real source, the theoretical
curves are smoothed by convolution with Gaussian functions.
The adopted source model corresponds to 50% of the source
flux being contained within a compact (lensed) component,
with this component having a brightness temperature of 8#

K.1110
The main qualitative features of these light curves are ac-

counted for as follows. The phase velocity of the wave is in-
creased by the presence of free electrons, so the cloud acts as
a diverging lens. At low frequencies, the lens is powerful
enough that almost all rays are refracted out of the line of sight,
and only a small flux is measured when the lens is aligned with
the source; this behavior is generic to all blobs of free electrons
regardless of the details of their density distribution. Conse-
quently, this regime of a very strong lens is not particularly
helpful in distinguishing our model from other possible electron
density distributions. At higher frequencies, however, the re-

fractive index of the lens is much smaller, and typically rays
are no longer refracted through sufficiently large angles that
caustics form. Exceptions occur for rays that pass near the edge
of the cloud: here the photoionized skin creates a large phase
curvature in the wave front and can introduce caustics even at
high frequencies. These caustics are evident as sharp peaks in
the model light curve, and we note that similar features appear
in the data; in our model, they are intimately associated with
the presence of a peak in the electron column density at the
limb of the cloud. The good qualitative agreement between our
model and the data suggests that surface photoevapora-
tion—which, of course, implies underlying cool material—is
an essential feature of real ESE clouds. By contrast, the Gaus-
sian electron density profile originally proposed (Romani et al.
1987) for ESEs cannot, even qualitatively, match the dual-
frequency light curve of 0954!658.

3. IMPLICATIONS FOR DARK MATTER

Going beyond the interpretation of individual events, the
principal implication of the new model is that there is much
more mass present in the ESE clouds than had been previously
thought (cf. Fiedler et al. 1987; but see also Pfenniger &
Combes 1994). We now derive a lower limit on the total con-
tribution of the ESE clouds to the mass of the Galaxy.
The sky-covering fraction, f, of the clouds is estimated from

the flux-monitoring data (Fiedler et al. 1994) to be f ! 5#
. We can immediately relate f to the total surface density,"310

S, in clouds at the solar circle: 2S ! 2 Asin FbFS fM/pR !
, for cloud mass M and radius R (ESEs do not pref-2fM/pR

erentially occur at low Galactic latitude, b, so we have set
). These quantities are in turn related by theAsin FbFS ! 0.5

requirement of hydrostatic equilibrium within each
cloud— at temperature T—leading tokT ! GMm /R S !p

. The cloud radius can be inferred from the eventfkT/pGm Rp
duration, in combination with an assumed transverse speed; a
limit follows from setting the transverse speed equal to the
escape speed for the Galaxy (500 km s"1), giving R ! 3#

. We expect that the cloud temperatures are at least as1410 cm
large as that of the cosmic microwave background (i.e.,
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In the above equations the physical parameters j, a, D,
and occur consistently in the combination a,N0

a 4
j2r

e
N0 D

na2 \AJjD
a
B2 1

n jr
e
N0 . (14)

We have written a in this second form to emphasize the
essential physics. The phase advance through the lens is

The Fresnel scale is (jD)1@2. Thus, the properties ofjr
e
N0/n.

the lens are determined by the square of the ratio of the
Fresnel scale to the lens size and the phase advance through
the lens. The larger the parameter a, the greater are the
observable e†ects due to the lens. Hence a weak lens,

can produce large observable e†ects if thejr
e
N0/n > 1,

Fresnel scale is sufficiently larger than the lens size. Simi-
larly, a strong lens, need not produce largejr

e
N0/n > 1,

observable e†ects if the Fresnel scale is small relative to the
lens size. Numerically,

a \ 3.6
A j

1 cm
B2A N0

1 cm~3 pc
BA D

1 kpc
BA a

1 AU
B~2

. (15)

Upon substitution of the above dimensionless variables,
the following expressions are derived for the refractive
properties of a Gaussian lens :
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4. CHARACTERISTIC LIGHT CURVE PRODUCED BY A

GAUSSIAN LENS

When transverse motion between source, lens, and obser-
ver is assumed, e.g., motion of the observer along the u@ axis,
I(u@, a) translates into a light curve I(u@, a ; t, v), since
u@(t) \ u@(t \ 0) ] vt, where t is time and v is the relative
transverse velocity. We will show that interpretation of
radio light curves in terms of plasma lenses that can be
approximated as Gaussian in pro!le can lead to inferences
regarding the physical properties of the lens.

4.1. General Description
We will present numerical results in the following sec-

tions. Here we will !rst develop a physical understanding
for the basic characteristics of refraction by a Gaussian
plasma lens Plane waves from an in!nitely distant(Fig. 2).
source are incident on the lens screen. The plane waves are
indicated by straight dotted lines in the !gure, and the lens
is represented by a plot showing the electron column
density as a function of coordinate u along the lens plane.
This representation is purely schematic, as the lens is
assumed to have a negligible but uniform width along the
line of sight. Upon emergence, the constant-phase surfaces
are distorted into contours that mimic the function asN

e
(u),

represented by the inverse GaussianÈshaped dotted lines.
The lines are inverse GaussianÈshaped because the phase
velocity is greatest through the center of the lens, where N

ereaches its maximum value of N0.

FIG. 2.ÈSchematic diagram of refraction by a Gaussian plasma lens.
See ° for a complete description of this !gure.4.1

In the limit of geometrical optics, the rays of energy Ñux
travel perpendicular to the constant-phase surfaces. The
direction of travel of the rays is indicated schematically by
the small arrows in the !gure. Extending this concept, we
have drawn the path of approximately 100 rays as they
travel perpendicular to the constant-phase surface after
emergence from the lens. The ray path is shown for a total
distance D along the lens axis. An observer located close to
the lens plane but far from the lens axis (e.g., the upper left
and upper right regions of the ray trace) sees an unchanged
source : There is no change in the observed Ñux density (no
change in the number density of the rays) or in the sourceÏs
position (the direction of arrival of the rays).

Somewhat farther from the lens and slightly o†-axis, in
the ““ Focusing Regions ÏÏ marked in the rays beginFigure 2,
to converge and their number density increases. An obser-
ver located in this area of the ray trace would see a source of
enhanced brightness somewhat displaced from its ““ true ÏÏ
position, as evident from the increased number density and
skewness of the rays, respectively. At the same distance from
the lens, but closer to the lens axis, the rays are spread apart
by the lens. An observer in this region would see a source of
decreased brightness due to the lower number density of
rays. The source would be o†set from its true position by an



Ionized ISM is highly anisotropic 
and intermittent

6

The Annual Cycle in J1819+3845 
(Dennett-Thorpe & de Bruyn 2003;
Macquart & de Bruyn 2006)

Axial ratio 14+(>30)
!8

Scattering due to turbulence at ~2pc (!) 
of Earth with C2

N > 0.7 !L!1
pc m!20/3
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IDV intermittency

– 8 –

Fig. 2.— The variability statistics for the 482 sources surveyed. Sources are divided into the

number of epochs they were seen to vary. Sources not seen to vary in any epoch were classified

non-variable, i.e. variable in zero epochs.

where Sj is a flux density measurement normalized by the mean flux density of the source over

all four epochs and N! is the number of pairs of flux densities with a time lag ! binned in 2-hour

increments. The structure function provides a statistically reliable estimator which can be modelled

even for short data spans. An example is shown in Figure 3.

For data spanning times much longer than the characteristic time of the variations !char,

D(!) tends to saturate at twice the true variance. However for our observations !char is typically

more than one day and saturation is rarely seen. We thus chose D(! = 2days) as a standard

characterization of the intra-day variations because ! = 2days is the maximum lag out to which

our structure functions contain information.

3.2.1. Measurement errors

Additive flux density errors that are independent of the ISS (or intrinsic) variations contribute

an additive term to the structure function. If the errors are independent from one sample to

the next (i.e. “white”), the error contribution to the structure function would have a mean value

Dnoise = 2"2
err independent of time lag. While pointing errors will be white, the residuals of gain

and atmospheric variation corrections may not be and so could potentially contribute a term that is

a function of time lag, but to contribute to the structure function the residuals must be correlated

on timescales ! > 2 hours. We therefore assume that all the errors are white and thus that the

Statistics of Intra-Day Variability 
from the VLA MASIV survey

Intermittency is the rule: 
of the 482 sources surveyed, 
only 12% exhibited IDV in all 
four epochs 

Lovell et al. 2008
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Snapshot speckle imaging 
and ISM holography
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Structure in the Secondary Spectrum
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Extreme Scattering towards PSR B0834+06 3

Figure 1. The amplitude (left on a logarithmic scale) and symmetric component of the phase (right) of the visibility secondary spectrum
on the GBT-Arecibo baseline. The Doppler rate axis spans the range -80.0–80.0mHz at 0.15mHz resolution, while the delay axis extends
to 2.05ms with 125 ns resolution. Bright arclets extend along the ridge of the main parabola to delays > 1.5ms. For display purposes
only, the phase diagram has been smoothed with a rectangular kernel of radius 3 pixels to reduce the noise. (Need to add dotted
lines for primary arc )

near 1 ms is particularly striking and is down by a factor
of more than a thousand on the feature at the origin. (I
am using squared amplitude here. WB proposes not
squaring)

3 SCINTILLATION THEORY – SCREEN
MODEL

Consider the pulsar as a point source at a distance Dp from
Earth, whose radiation is scattered by a particular inhomo-
geneous region of ionized interstellar medium at a distance
Ds, which dictates the properties of the received wavefield.
In this thin-screen approximation applicable here (and justi-
fied below), the phasor due to radiation scattered at a point
xj = Ds!j on the scattering disk su!ers a phase delay !j due
to the scattering plasma and is received with a total phase
delay "j = !j + k(xj ! "r)2/2"Ds where " = 1 ! Ds/Dp

and r is the transverse position of the receiving antenna,
for which the total electric field is the summation of such
scattered components. The correlation of the fields at a
pair of antennas in an interferometer constitutes the visi-
bility, whose Fourier transform (with respect to time and

frequency) can be written as:

Ṽ (fD, # ) =
X

j,k

exp[i("j ! "k)]µjµk$(fD !fD,jk)$(# ! #jk), (1)

with the locations of the points on the secondary spectrum
related to the points on the scattering screen by

fD,jk =
1

%"
(!j ! !k) · vISS, (2a)

#jk =
Ds

2 c "
(&2

j ! &2
k) +

»
!j

2'(
! !k

2'(

–
. (2b)

Note that fD can be understood as the di!erential Doppler
shift between two waves scattered at di!ering points on the
screen (Cordes et al., 2005) and that the delay # is the dif-
ferential group delay evaluated at the center of the observed
band. Note also that in general this summation is an in-
tegral over all points using unit amplitudes (Cordes et al.,
2005); the summation is appropriate in the regime of strong
scintillation (Walker et al., 2004) using the stationary phase
approximation with specific amplitudes (µj , µk) for each sta-
tionary phase point. In most analyses the scattering medium
is modelled as a random phase-changing layer that is statis-
tically homogeneous, in which case the main contributions
come from stationary phase points which behave like rays in
scaling with wavelength. However as we discuss below, the

c! 2008 RAS, MNRAS 000, 1–11

The “symmetric” 
part of the phase

Brisken et al. 2010
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Speckle reconstruction
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Structure on the primary disk

Does it even follow a 1-D Kolmogorov spectrum?– 30 –
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Fig. 6.— Left:Scattered brightness against !! obtained for points along the main arc via the

back-mapped astrometry in §4.4, averaged from all four sub-bands (blue). The individual

peaks are as narrow as 0.1 mas as shown in the expanded view in the right panel. The

three overplotted theoretical curves (red) are for a one-dimensional Kolmogorov model. The

middle curve was fitted to the observations over the range shown in green. The other two

curves have the same total flux density for the pulsar but are wider and narrower as discussed

in the text.

4.5. Scattered Brightness Function

The scattered brightness distribution can be recovered from the secondary spectrum if

the intensity scintillations are weak, or if they are highly anisotropic (Cordes et al. 2006).

In this case the scintillations are highly anisotropic and we can make one-dimensional,

strip integrated brightness distributions, B1(!!), by strip integrating the two dimensional

distribution over !". Then we have

B1(!1)B1(!2) = A(", fD)|J | (12)

where " = (!2
1 − !2

2)De!/2c, and fD = (!1 − !2)Ve! cos #/$ and the Jacobian |J | = fDDe!/c.

Then by sampling A(", fD) along the main arc where !2 = 0, we can estimate B1(!). This

Scattered brightness against !! along the main arc. The three over-
plotted curves are for a 1-D Kolmogorov model. The middle curve
was fitted to the observations over the range shown in green. The
other two curves have the same total flux density for the pulsar but
are wider and narrower.



Off-axis Structure Scattering Parameters
• Not a purely “refractive” cloud

– Composed of many diffractive speckles 
which interfere with those on the primary 
disk and themselves 

• Location does not scale with λ - position is 
essentially fixed with frequency

– static structures
• 9 AU from the primary disk, 0.6 AU across

• contributes 4% of the total scattered power

• Implies an ESE density of 1 per 8x10-6pc3 
(1.3x10-8pc2 projected), comparable to the 
quasar-derived value           

from ESE rate of 0.013 source-1 yr-1 (Fiedler 
et al. 1987)
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Figure 4. θ‖ plotted against the Doppler fD for the sub-band at 322.5 MHz.
Points plotted with cyan “×” marks are sampled from the inner main arc in
Figure 2 and from a line through the 1 ms feature. Black points are from apexes
of identified arclets, except 1 ms apexes which are red.

where
Veff = VISS/β ≈ Vp(1 − β)/β. (11)

The final approximation ignores the velocities of the Earth and of
the screen relative to that of the pulsar. Then, the ratio Veff/Deff
estimates the pulsar proper motion independent of its distance
and of β. However, here we do not make that approximation but
use the measured proper motion to estimate the velocity of the
scattering screen.

In Figure 4, we plot θ‖ against fD which would give a straight
line whose slope gives an estimate of λ/Veff‖, providing that
the value of θ⊥Veff⊥ were the same or negligible for all points.
As shown in Figure 2, the points fitted by the straight line have
small θ⊥ scattered about zero. Hence, we were able to estimate
Veff‖ from the various groups of points and tabulate the results
in Table 3 excluding all the points with delays >0.4 ms.

If we combine inner apex fits with values from the main arc,
we obtain Veff‖ = 305 ± 3 km s−1. We now assume the same
Veff‖ to apply to the 1 ms apexes and since these points have a
significant measured θ⊥ we can fit for the perpendicular velocity
also, obtaining Veff⊥ = −145 ± 9 km s−1.

In summary, the scattering model provides three observable
parameters which we list in Table 4. We can express the
velocities in R.A., decl. and relate them to the measured pulsar
proper motion velocity Vp,α = 6.1 km s−1, Vp,δ = 156
km s−1. The derived model parameters are also listed in the
table. Equation (11) relates the measured effective velocity
to the scintillation velocity VISS which also depends on the
transverse projected velocity of the Earth and the scattering
screen. Using the pulsar velocity cited above gives an estimate
of the ISM screen velocity relative to the Sun (∼16 km s−1),
which is comparable in magnitude to other measured interstellar
velocities.

The ISM velocity analysis provides the third confirmation
of the lobe-shift applied to the 1 ms astrometry, since in the
alternate position Veff⊥ is reversed and could only be reconciled
with the pulsar velocity if there were an implausibly high

Table 4
Model Parameters for Distance and Velocity, Assuming β = 0.353

Parameter Value

Deff 1171 ± 23 pc
Veff‖ 305 ± 3 km s−1

Veff⊥ −145 ± 9 km s−1

‖ Scattering axis −25.2 ± 0.5 deg east of north
⊥ Scattering axis −115.2 ± 0.5 deg east of north
Ds

a 415 ± 5 pc
Vs‖b −16 ± 10 km s−1

Vs⊥ 0.5 ± 10 km s−1

α 27 ± 2 deg

Notes. Note that the first five quantities are measured; the
others are calculated from these assuming the pulsar distance
and velocity as cited in the text.
a Assumes Dp = 640 pc; the error in Ds due to the uncertainty
in Dp is much larger ∼40%.
b Including errors from uncertainty in pulsar distance and
proper motion.

velocity (>200 km s−1) for the scattering screen relative to
the Sun.

4.3. Estimating the Image Center

In the discussion so far we have assumed that the astrometry
is correctly centered on the emission centroid. However, since
the scattered image is highly anisotropic, the centering done
by self-calibration in the primary analysis would have been
more precise in the perpendicular direction than in the parallel
direction. Close examination of the initial versions of the plots
as in Figures 3 and 4 revealed small but significant asymmetries,
which allowed us to improve the centering in the parallel
direction.

In the Doppler plot of Figure 4 a straight line fit did not pass
exactly through the origin and this fitted offset in θ‖ was found to
be on the order of 0.5 mas differing slightly between sub-bands.
In the delay plot of Figure 3, the θ2 values at a given delay
with positive Doppler frequencies were systematically shifted
relative to those with negative Doppler frequencies. We were
able to minimize the χ2 for the straight line by fitting for a
positional offset in the parallel direction. We found that in each
sub-band the optimum parallel offsets were consistent between
the Doppler and delay estimation methods within their errors.
An average of these two offsets was consequently applied to the
astrometry in each sub-band before the analysis described in the
two foregoing sections.

4.4. Astrometry Mapped Back from the Secondary Spectrum

The synthesized beam size of our VLBI array (its basic
angular resolution) was about 35 mas at 327 MHz. In the
astrometry shown in Figure 2, we obtain positional accuracies as
small as ±0.5 mas near the center of the image due to the high
S/N and much larger errors away from the center. However,
we can do even better from the apex positions of the arclets
in the SS using Equations (8) and (10), which we will refer to
as “back-mapping.” This is possible since we used the VLBI
astrometry to obtain accurate values for the model parameters
Deff , Veff , and α. The equations give the magnitude of θ from
the delay τ and the component θV parallel to VISS from fD.
There is an inherent ambiguity in such a mapping since it does
not determine the sign of the angular coordinate orthogonal to
the velocity. However, we can use the VLBI image to resolve
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in order to facilitate comparison with properties deduced
from previously reported ESEs, we consider what cloud den-
sity one would have deduced from these models. A sphere
of plasma with radius R and maximum electron column
density N0 deflects radiation through a characteristic an-
gle ∼ λ2reN0/πR2 (Clegg et al. 1998). One requires a mean
electron density N0/R ≈ 500 cm!3 to reproduce the 84 mas
deflection angles implied in the present case.

Given the prominence of sub-structure on the secondary
scattering disk, it is natural to consider whether the prop-
erties of both scattering disks can be explained in the con-
text of a single turbulence model. If rdi! is the length scale
over which the RMS phase changes by one radian on this
disk, each sub-image spreads radiation into an opening angle
θd ∼ (krdi!)!1, where k = 2π/λ is the wavenumber. Scat-
tering through an angle 84 mas requires rdi!2 = 3.6×105 m.
This is to be compared with rdi!1 = 3.5× 107 m implied by
the 5 min timescale diffractive scintillations observed from
the primary scattering disk. For a Kolmogorov power spec-
trum of turbulence this implies a difference in the scattering
measure by a factor 2.0 × 103 between the two scattering
disks.

The present ESS detection implies a cloud surface den-
sity comparable to that deduced from the rate of Extreme
Scattering Events based on observations towards extragalac-
tic radio sources. The quasar ESE rate of 0.013 source!1yr!1

(Fiedler et al. 1987) is equivalent to one cloud per pro-
jected area AESE = 1.9 × 10!8(D/1 AU)(vc/50 kms!1)pc2,
where D is the typical cloud diameter and vc the cloud
drift speed across the line of sight. The present observations
probe a cone whose radius a distance D from the observer
is [2τmaxcD(1 − D/Dp)]1/2, where τmax = 2ms is the max-
imum delay to which our secondary spectrum extends. Our
observation probes a region of volume 8.4 × 10!6 pc3 and
line-of-sight averaged surface area 1.3×10!8 pc2. The latter
is similar to AESE, indicating an ESS density comparable
to that implied by the event rate of quasar ESEs. An exact
comparison of pulsar and quasar-based ESE cloud densities
is hampered by uncertainty in the distance distribution of
ESE clouds. Indeed, our result is the first direct estimate
of the distance to an ESE cloud. Pulsar observations of the
type undertaken here demonstrate a ready means of both
detecting and characterising the distribution of ESE clouds
within the Galaxy, even when the clouds are located well
off-axis.

4.2 The size of the pulsar emission region

The stationary phase points from the primary disk and the
ESS act as a set of interferometers covering two dimensions
through which the size of the pulsar emission region can
be constrained. The two scattering features separated by
20.7 mas form an interferometer with a projected baseline of
r = 1.27 × 1012 m (8.48 AU) at the distance of the primary
disk.The high contrast of the interference fringes observed on
this baseline requires a pulsar emission with a size < 842 km
if a gaussian angular brightness distribution is assumed in
the mapping between visibility baseline and image coordi-
nates. Interference between different points along the linear
primary disk provide comparable baseline lengths with a
substantially different position angle.

Visibility closure amplitude relations furnish a yet more

stringent measurement of the pulsar size. Labelling the elec-
tric field contributions from features on the primary and
secondary disks as “1” and “2” respectively (see Fig. 6), we
compare the scintillation power on the 1-2 baselines, P12, to
that on the 1-1 and 2-2 baselines, P11 and P22. The quan-
tity P11P22/P 2

12 exceeds one if the pulsar visibility on the
1-2 baseline is substantially less than that on the much
shorter 1-1 and 2-2 baselines. We measure P12 = 0.04P11

and P22 = (x±y)P11 directly from the secondary spectrum.
The uncertainty in P22 is mainly due to its proximity to
the highly confused region near the origin of the secondary
spectrum. We thus deduce that V12 = xV11. [Walter: need
an estimate of the 2-2 power to complete this argument.]

WB: Getting the exact number will be a minor effort.
What I want to do is a better accounting for the power in
general in the secondary spectrum. Probably not more than
a couple hour’s work.

4.3 High anisotropy

We now consider the high anisotropy of the distribution of
sub-images on the primary scattering disk. Figure 7 shows
the locations of the centroids of the speckles as a function
of position along the long axis, and the bars denote the true
intrinsic width of the speckle distribution transverse to the
long axis. The anisotropic ratio estimated from the astro-
metric image is at least 75:1. This is a lower limit to the
true ratio because the astrometric precision is poorest for the
low SNR sub-images near the edge of the scattering disk. Al-
though there are features in the secondary spectrum at pos-
itive Doppler rates and delays > 1ms associated with the
primary scattering disk, they do not contain enough power
to enable us to determine their positions astrometrically. An-
other estimate is obtained directly from the secondary spec-
trum by considering the deviation of arclet apexes away from
the spine of the main parabola, τ = (0.51 ± 0.02)ω2sHz!2.
The deviation in arclet apexes to the best fitting parabola
out to delays 1 ms (at positive Doppler rates) limits the axial
ratio to > 20. We note, however that features at τ = 2ms ob-
served in the secondary spectrum also lie along the parabola.
If the thickness of the scattering disk remains constant along
its length, this would imply an anisotropic ratio in excess of
100:1.

The anisotropy axis is inclined 66±1" relative to the RA
axis. This is neither parallel nor perpendicular to the Galac-
tic plane or the direction of local Hα filaments which, ac-
cording to the Viriginia Tech Spectral-Line Survey (VTSS)
(http://www.phys.vt.edu/∼halpha/) are inclined at an-
gles of -62" and -52±5" respectively to the RA axis.

Two characteristics of the speckle distribution in Fig. 7
indicate that the structure of the primary scattering disk is
most likely reflects that of some underlying discrete object.
First, it is remarkable that the ≈ 0.4 mas(0.17 AU) FWHM
intrinsic width of the speckle distribution remains roughly
constant along its long axis (see Fig. 7). Second, the disk
cross section centroid of the speckles deviates highly signifi-
cantly from zero offset along its length; at least three twists
are evident, suggesting that the speckle distribution follows
a specific structure.

What underlying structure could be responsible for the
observed pattern? An interstellar shock front viewed edge-
on would be a plausible candidate. Recent evidence suggests



What about the magnetic field?
Speckle Imaging Relates ne to v and B

• Can track motions of speckles relative to the ISM bulk flow
– Individual motions are ~20% of the mean transverse velocity, requiring high S/

N from bright pulsars to locate the speckles with high precision  

• Relation between density and magnetic field is vital to understanding turbulence
– magnetic field fluctuations induce variability in the circular polarization

• speckle-imaging & scintillation-induced circular polarization in B0834+06 
probes ~0.001 rad m-2 RM differences on sub-AU scales
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planar incident wavefront

rotation measure gradient
Macquart & Melrose 2000



Current Sheets
Goldreich & Sridhar (2006), Pen & King (2011)

• ESEs explained in terms of converging underdense regions

– Resolves overpressure problem

– Resolves energetics problem at the Galactic Centre

• Scattering is dominated by the most edge-on current sheet

• BUT such regions are not flux-conserving (it is argued that 

ESEs are)

• Projection of the apparently closely-spaced features on 
scattering disks
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Lensing from a current sheet

17

Interstellar Plasma Scattering 3

Figure 2. Multiple image creation and magnification during an
extreme scattering event. As a function of source position or time,
top panel shows positions of image(s), middle and bottom panels
show their individual and total magnifications respectively. The
bottom panel is for a Gaussian source profile of half the angular
size of the lens. Negative magnifications correspond to an image
parity change, which becomes observable in terms of the pulse
rotational reflex motion.

with the same line styles). Note the production of 3 images
and boost in magnification upon caustic crossing, and the
net total demagnification during a large period of the event.
This is much like looking at a magnifying glass at distances
longer than the focal length: the central image is inverted,
and demagnified.

Along a path with many randomly oriented lenses, the
convergence is dominated by the lenses where the interme-
diate axis is aligned to the line of sight, and in projection
appear of comparable size to the short axis. Since the lenses
are rare, a general line of sight may not contain any such
highly aligned lenses. Nevertheless, the lensing is dominated
by the most aligned scatterer (Goldreich & Sridhar 2006).

3 PULSARS

The multiple images of the lens can be thought of as an
interferometer on the source. Pulsars generally remain un-
resolved under such lensing events, and the images interfere
with each other.

The time delay through a lens is ! ! " + #2/2. For a
convergent plasma lens, " < 0, resulting in a negative time
delay on axis, i.e. an advanced pulsar arrival.

Fig. 3 shows the o!set in arrival-time delay of pulses
from a pulsar during a lensing event. Note the sharp rise in
delay near caustic crossing, and the apparent negative delay
around the time when the pulsar and lens are in alignment.
While the phase velocity in a plasma is larger than the speed
of light, the group velocity is always smaller. In a convergent
plasma lens, the underdensity results in a lower phase veloc-
ity, and thus higher group velocity, resulting in the apparent
advancement in the pulse arrival.

Figure 3. Arrival-time delay of pulses from a pulsar averaged
over all apparent images.

Figure 4. Pulsar image trajectory in the secondary spectrum.
The triangle marks the position at caustic crossing, with one tri-
angle superimposed under the central square. The squares mark
the positions a short while later, 6% into the ESE. The central
image has barely moved. The octagons mark the image positions
at the center of the event. In a snapshot, only can only measure
relative delays between images. With pulsar timing, the actual
o!set is also observable, leading to a negative group delay for the
central demagnified image.

3.1 Incidence of lensing

The incidence of ESE is observed to be roughly 1% at 2.7
GHz. At 400 MHz, this gives about a 2% probability of en-
countering a lens with convergence >45. Each lens is visible
at 45 radii, implying that half the time a pulsar dynamic
spectrum can show an inverted parabola.

Source moving across the short-axis of the sheet

Total magnification if source 
is half the size of the lens

3 images: two bright and one faint

Magnification of all three 
images for lensing of a 
point-like source

Positions of all three 
images for lensing of a 
point-like source

Negative magnification 
corresponds to image parity 
change, observable in the 
pulsar reflex motion



Holography and Phase Retrieval

• We want to find the phases of U(ν,t) based on the dynamic 
spectrum:  I(ν,t) = U(ν,t) U*(ν,t)

• If we take the Fourier transform of I(ν,t):

• we see that             is the autoconvolution of 

• Decompose the wavefield into a sum of plane waves:

• In the Fourier domain:

Ĩ(!,") = Ũ(!,") # Ũ!(!,")
Ĩ(!,") Ũ(!,")

U(!, t) =
!

j

uj(!, t) =
!

j

ũje
2!i("#j+$jt)

delay relative to unscattered wave

Doppler shift, or “fringe rate” in VLBI parlance

Ũ(!,") =
!

j

ũj#(! ! !j)#(" ! "j)
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subsequent iteration (i.e. every time another component wave is
added to the model). Only components whose scale parameters are
greater than some value (we employed 2 ! 10"3) are included in
our least-squares minimization; these criteria mean that 13 scattered
wave components are routinely included. In addition, because the
unscattered wave (! , " = 0) is often very strong this component is
also included in the optimization, making 14 wave components in
total.

This gradual ‘freeze-out’ of component amplitudes, as the
AMOEBA scale parameter gradually decreases, was incorporated into
our algorithm in order that components with similar amplitudes
could be simultaneously adjusted (optimized) in an efficient way.
This aspect of the algorithm has an additional benefit: it helps to
guard against the possibility of spurious parameter determinations
arising from local, rather than global minima found by AMOEBA.
If AMOEBA finds a local minimum, with correspondingly erroneous
component amplitudes, on a given iteration, it may well find its way
out of the local minimum to reach the global minimum on the next
iteration cycle. Only one of the 14 component amplitudes ceases
to be adjusted on each cycle, so the algorithm has a fair degree of
robustness to the potential problems caused by local minima in the
#2 hyper-surface. If, for some reason, the algorithm were to fix a
component amplitude at a value that is badly in error, then that error
may be fixed in later iteration cycles, as there is no barrier to putting
new components in the same place as existing components if that is
where the largest difference between model and data occurs.

(v) We used the reduced #2 value (chi-squared per degree of
freedom) to measure the success of our model in fitting the data.
Each new scattered wave component that is added to the model
should lower the reduced chi-squared, if that component is signifi-
cant; however, once the algorithm reaches the noise level, the new
components are (by definition) no longer significant, and the addi-
tion of any given component is just as likely to increase the reduced
chi-squared as to decrease it. To reflect this change in behaviour, we
forced the algorithm to terminate when each of the three successive
iterations (i.e. new scattered wave components) caused the reduced
chi-squared value of the fit to increase. This criterion causes the
algorithm to terminate very quickly once the noise level is reached,
while remaining robust to the presence of a small number of insignif-
icant components in the solution (i.e. the algorithm is not tripped
up by isolated insignificant components). It is possible to check the
significance of each wave component in the solution set {!u j , ! j , " j }
returned when the algorithm terminates, and then cull insignificant
components; this would be a reasonable requirement to enforce, but
the fraction of such spurious components is expected to be very
small and to date we have not employed any culling.

4 P E R F O R M A N C E W I T H R E A L DATA

To be useful, the algorithm must be able to cope with real data. We
tested our code on a dynamic spectrum of the pulsar B0834+06,
taken at an observing frequency of 321.0 MHz with the Arecibo
Radio Telescope. We used the Wideband Arecibo Pulsar Pro-
cessor (WAPP) backend signal processors to record 1024 chan-
nels across a total of 1.563 MHz of bandwidth. We sampled the
spectrum every 4.096 ms and formed a pulse-phase-averaged es-
timate of the on- and off-pulse spectra, which we used to cal-
culate the ON–OFF spectrum. We then averaged this over 10 s
to form one column in the dynamic spectrum. The results of a
45-min observation are shown in Fig. 1 in the form of the mea-
sured dynamic spectrum (top left) and secondary spectrum (power

Figure 1. Data (left) and model (right) for an observation of PSR B0834+06
in a 1.563-MHz band centred on 321.00 MHz. The data were taken with the
Arecibo Radio Telescope in conjunction with the WAPP backend signal
processing units, on MJD 53009; there are 1024 spectral channels, and 270
time samples, each of 10-s duration. The top panels show dynamic spectra,
while the lower panels show the corresponding secondary spectra (power
spectra of the dynamic spectra). Inverse grey-scale (black is peak intensity)
is used in all cases; the transfer function is linear for the dynamic spectra, and
logarithmic for the secondary spectra. The signal/noise ratio on each pixel of
the observed dynamic spectrum is 2.7, on average, yielding a dynamic range
of 63 dB on the corresponding secondary spectrum. The model reproduces
the data well.

spectrum; bottom left), compared with the corresponding values
reproduced by our model (right). From these results, we can see
that the model yields a convincing representation of the data: the
deficiencies of the modelling are not apparent to the eye in either
the dynamic spectrum or the secondary spectrum representations.

The model dynamic and secondary spectra shown in Fig. 1 are
of course derived quantities; the model itself is the set of scattered
waves (electric field components) represented by {!u j , ! j , " j }. In
Fig. 2, we show the scattered wave amplitudes, |!u(!, ")|; the roughly
parabolic relationship between ! and " is evident in this plot. These
results also show how the scattering/refracting centres are picked
out very clearly in this representation of the data as power concen-
trations in delay-Doppler space. It is beyond the scope of this paper
to analyse the information present in the scattered wave solutions,
so we will say nothing specific about the meaning of the results
shown in Fig. 2; nor do we plot the phases of the various compo-
nents. Various applications of our technique are, however, discussed
in general terms in Section 5.

In fact, our scattered wave model for these data is not acceptable,
in the sense that its #2 value is too large, given the number of
degrees of freedom. There are 1024 ! 270 independent pixels in
the dynamic spectrum; in the model there are 8720 scattered waves,
each of which is described by four parameters (amplitude, phase,
delay and Doppler-shift), and the total over all pixels of the squared-
residual between model and data is 2.88 ! 105, in units of the noise
on the dynamic spectrum. This corresponds to a reduced chi-squared
value (# 2

r , chi-squared per degree of freedom) only slightly larger

C# 2005 RAS, MNRAS 362, 1279–1285
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Figure 2. The amplitudes, |ũ j |, of the 8720 scattered wave components
identified by the algorithm described in Section 3 operating on the dynamic
spectrum shown in Fig. 1. These wave components form the basis from which
the model dynamic and secondary spectra in Fig. 1 are derived. The axes
are delay (! ), and Doppler-shift ("). In this figure, we can see that the indi-
vidual scattered waves cluster tightly around a parabolic locus with ! ! "2.
An inverse logarithmic grey-scale is used for this figure.

than unity: #2
r = 1.19 = 2.88 " 105/(1024 " 270 # 8720 " 4); but a

statistically acceptable model would have a reduced # 2 value much
closer to unity (|# 2

r # 1|! 0.01); so although Fig. 1 is impressive it is
possible to do much better. In other words, the differences between
model and data are not due to noise alone.

A clearer test of the performance of the algorithm comes from
differencing the model and observed secondary spectra, as the latter
exhibits a very high dynamic range. We find that this difference has
a dynamic range of 47 dB, compared to the 63-dB dynamic range of
the input data. These figures confirm that the model accounts for the
majority of the structure in the data, but the residuals are far from
noise-like. We expect that substantial improvements in the quality
of the fit would be possible if the 8720 (complex) component am-
plitudes were simultaneously optimized. Global least-squares opti-
mization of our solution has not been attempted by us. With such
a large number of free parameters, a global optimization is not an
easy task: in a linearized approach the simultaneous equations we
are required to solve have $3 " 108 non-zero coefficients.

5 D I S C U S S I O N

As noted above, the algorithm we have described does not generate
a statistically acceptable description of the data shown in Fig. 1.
However, it was not obvious at the outset of this study that the type
of spectral decomposition process we sought would work at all, so
the partial success we are able to report is in fact quite encouraging.
We expect that much better fits to data will be achieved in future
with further development of this technique. In part, our confidence
stems from the fact that a pulsar dynamic spectrum can be expected
to be accurately modelled by the form I ($, t) = U %U (once calibra-
tion etc. is taken care of), and the job is simply to find U. More pre-

cisely, the job is to find the phase of U, since the amplitude is known
directly from I. This emphasizes the importance of a fact mentioned
in the Introduction: this type of problem, i.e. phase-retrieval, has pre-
viously been addressed in various contexts in the optics literature,
and future work on dynamic spectrum decomposition should make
full use of that resource. Our particular application corresponds to
the problem of retrieving a ‘complex-valued object’ (in our case, !U )
from the modulus of its Fourier transform (|U | =

&
I ); this is rec-

ognized as a difficult problem (McBride et al. 2004). An acceptable
model should yield noise-like residuals (in both dynamic and sec-
ondary spectra), and should satisfy the constraint that the number of
free parameters be very much less than the number of independent
measurements of the dynamic spectrum. Our current algorithm fails
on the first of these criteria. We expect that a globally optimized so-
lution – in which all free parameters are simultaneously adjusted –
would come much closer to achieving noise-like residuals, but
we have not yet demonstrated this. With such a large number of
free parameters, a global optimization would be computationally
challenging.

An important limitation of the algorithm we have presented is
that it is restricted to finding scattered waves with ! " 0. Under
many circumstances, this limitation does not cause problems. How-
ever, if there are multiple refracted images present then problems
can arise. To see why, we need to consider the properties of the
starting model: a single component of unit amplitude at ! , " = 0;
what does this component represent? Because the data themselves
only carry information about the relative Doppler-shifts, delays and
phases amongst the various wave components, the choice of ori-
gin is arbitrary. In practice, because the starting model places all
of the flux in a single wave, the origin actually corresponds to the
component which contains the largest flux. If there is only a sin-
gle refracted image present, then this component will also be the
component with the smallest delay. However, if there are multiple
refracted images present, then the brightest of these might well not
be the path with the smallest delay. In this circumstance, the algo-
rithm will fail to find the scattered and refracted wave components,
which have smaller delays than the starting model – because they
have ! < 0 – and cannot be expected to return an accurate model of
the electric fields, regardless of how many iterations are performed.

Our description of the received signal in terms of scattered wave
components may be used for a variety of purposes; to date we have
recognized three main applications, which we describe in the fol-
lowing sections.

5.1 Imaging the ionized interstellar medium

The scattered wave components are identified by the values of their
delay and Doppler-shift, ! and ". If the scattering occurs in a single,
thin screen – as often seems to be the case when organized patterns
are seen in a dynamic spectrum (Stinebring et al. 2001) – then there
is a direct relationship between these coordinates and the apparent
positions of the scattering centres. This relationship takes a simple
form in cases where the observed delays are dominated by the ge-
ometric path delay, leading to parabolic features in the secondary
spectrum; this circumstance is quite common (Stinebring et al. 2001;
Cordes et al. 2005). If the mapping between (! , ") and position can
be determined, then the scattered waves can be remapped to give an
image of the refracting/scattering centres. Such a picture would be
complex (containing both amplitude and phase information), and
detailed, and should provide valuable insights into the ionized com-
ponent of the interstellar medium. In particular, it will be helpful
in elucidating the nature of the anomalous scattering and refracting

C' 2005 RAS, MNRAS 362, 1279–1285
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Pulsar size & Reflex motion
• Interference between disks 1 & 2 occurs on a projected 

baseline of r=1.27x1012m.  Pulsar emission region less 
than ~850 km.

• Closure amplitude: four-element interferometer: 
visibility amplitude on 1a-1b, 1-2 and 2a-2b baselines 
measured from the amount of scattered power visible 
in the secondary spectrum associated with each of 
these features.  

• The pulsar is substantially resolved if 

R =
P1!1P2!2

P 2
1!2

> 1

1a

1b

2a

2b
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Figure 6. Top: an illustration of the scattering geometry that gives rise to the observed secondary spectrum. Interference between
the scattered wavefields from the various regions gives rise to distinct features in the secondary spectrum. Bottom: the features in the
secondary spectrum that correspond to interference between the wavefields of the two associated scattering regions. Note that no attempt
is made here to reproduce the detailed structure of the observed secondary spectrum.

clet apexes due to interference between the primary and sec-
ondary scattering disks yields an offset Θ = 20.7 mas from
the image centre. Based on the range of observed delays of
the ESS apexes in the secondary spectrum, the difference
between the closest point in the secondary disk to its far-
thest point relative to the image centre is ∆θ = 1.19 mas,
corresponding to a linear size 0.60 AU.

Self-interference between sub-images on the secondary
disk introduces an additional feature not reported in any
previous secondary spectrum. Eqs. (2) show that a set of
sub-images with positions Θ + δθi significantly offset from
the primary scattering disk and with centroid Θ ! δθi adds
power to the secondary spectrum along the locus

(ω, τ ) = ([δθi − δθj ] · v/λβ2,Θ · (δθi − δθj)Ds,2/cβ2). (6)

This makes a line extending out from the origin. Such a
linear feature is indeed observed in the secondary spec-
trum of Fig. 3. This spur extends from the origin to
(−7.62 mHz, 184 µs) and has a width of ≈ 2.3 mHz.

The spur width is related to the shape of the speckle
distribution in the ESS. A narrow spur arises from a lin-
ear feature3 and a broad spur from a more circular feature.
A quantitative measure is obtained using eq. (6) given v

and β2. The speckle distribution hence has a dispersion of
0.81 mas (0.39 AU at the ESS distance) resolved along the
direction of v. This is considerably smaller than its 0.60 AU
size projected along the direction Θ̂. The speckle distribu-
tion is thus elongated.

The orientation of the ellipticity is deduced using the
0.024 s!2 slope of the locus via the relation

Ds,2 = 4.5 × 102 cos γ2

cos γ1
pc, (7)

where γ1 is angle between δθij and v and γ2 is the angle

3 A narrow spur could alternately imply that v and ! are
aligned, but this has already been established not to be the case.

• Reflex motion: combine scintillations 
coherently (using holography) for maximum 
S/N.  Determine phase shift in Sec Spect as 
a function of Doppler shift and with pulse 
phase.
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Conclusions
• Anomalous scattering in the ISM may be more the norm than the exception

– What causes anomalous scattering in the ISM?  What processes in the 
dynamics of the Galaxy is it related to?

• Speckle imaging and holography are probe
– pulsars on the nano-arcsecond scale --- pulsar reflex motions
– interstellar turbulence on scales from ~50 AU down to ~109m

• What is the relation between magnetic field, velocity and density fluctuations in 
the ISM?

– Density fluctuations observed arise as a by-product of v and B
– A direct discriminant of the various turbulence theories
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Current intensity and magnetic field 
lines in a simulation of the flow of 
an electrically conducting fluid



Sub-microarcsecond probes of AGN jets
Macquart et al. submitted
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PKS 1257-326, ATCA, 2011 Jan 15
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Jet core-shift scales as ν-0.1 and 
diameter as ν-0.6

Not explainable in terms of the usual 
Blandford-Konigl jet model.  Requires a 
jet traversing a steep pressure gradient


